
Math 458: Notes on the quantum cryptography

In the 1980s people first started thinking about the idea of a quantum computer, and
raised the possibility that a quantum computer could do things that a classical computer
could not. In 1994 Peter Shor published a paper showing that a quantum computer could
solve the DLP for F∗p in polynomial time, and could also factor large integers in polynomial
time. This significantly increased the interest in quantum computation, as such computers
could efficiently crack the most commonly used cryptographic systems.

Our goal will be to describe the basic mathematics behind quantum computation, and
to give some idea for how Shor’s algorithm works. To start, we need to talk a little about
quantum mechanics.

Two-state quantum systems

For a two-state quantum system, there is a vector space H of “states” which is a complex
vector space of dimension 2. Let’s say that a measurement can be made with two possible
outcomes, called “up” and “down”. Then there are states U and D in H that form a basis.
Since H is a vector space it also contains other states aU + bD, for a, b ∈ C. When a 6= 0
and b 6= 0 these are called “superpositions” of the pure states U and D. What do these a
and b coefficients mean physically? This is answered by the following:

Rule #1: If the system is in state ψ = aU + bD, then the probability that a U/D-
measurement results in “up” is

Pψ(U) = |a|2
|a|2+|b|2

and the probability that the measurement results in “down” is

Pψ(D) = |b|2
|a|2+|b|2 .

Example 1.1. When ψ = U then a = 1 and b = 0, so we have Pψ(U) = 1 and Pψ(D) = 0.
Similarly, if ψ = D then we get Pψ(U) = 0 and Pψ(D) = 1. But if we have ψ = 1√
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There are several things about quantum mechanics that are non-intuitive and take some
getting used to. We are perhaps used to the idea that if we have a definite situation and a
definite measurement, then we should be able to use physics to predict a definite outcome:
for example, if a ball is thrown with certain speed and trajectory then it will hit the ground
at exactly spot X. This is not the case in quantum mechanics. If we know a system is in
a definite state ψ, we can not necessarily predict the result of a measurement: we can only
compute the probabilities of the different possible results occurring. This is weird!



Remark 1.2. Note that a state ψ and a scalar multiple λ · ψ (where λ ∈ C) give rise to
the same probabilities. These scalar multiples can be thought of as representing the same
physical state, and so we often normalize ψ so that |a|2 + |b|2 = 1 by multiplying by an
appropriate λ.

Suppose that a different kind of measurement can be applied to the same quantum system,
with results called “red” and “yellow”. Then there are corresponding states R and Y of H
that give a different basis than before. Since both {U,D} and {R, Y } are bases for the same
vector space H, there will be change-of-basis formulas relating them:

R = pU + qD, Y = rU + sD

for specific p, q, r, s ∈ C that can be determined experimentally. In situations like this it will
always work out that p = s̄ and q = −r̄, and that |p|2 + |q|2 = 1 = |r|2 + |s|2.

Rule #2: If the system is in state ψ = aU + bD and a U/D measurement is made, then
the system ends up in either state U or D (depending on how the measurement came out).
In general, a measurement always results in the system ending up in a “pure” state. One
says that the system collapses into a pure state.

Example 1.3. Consider the following two experiments. The system starts out in the R
state. In the first experiment, we do an R/Y -measurement (which will give R one-hundred
percent of the time). In the second experiment we first do a U/D-measurement, and then
we do an R/Y -measurement. How are the outcomes of these two experiments different,
if at all? We know that first experiment always results in R; but it turns out the second
experiment can sometimes result in Y ! To see why, we need to do a careful analysis of the
second experiment.

Recall that R = pU + qD and Y = −q̄U + p̄D where |p|2 + |q|2 = 1. Then starting in
state R, the U/D-measurement gives U with probability

|p|2
|p|2+|q|2 = |p|2,

and then by Rule #2 the state of the system changes to U . Similarly, we get a
measurement of D with probability

|q|2
|p|2+|q|2 = |q|2

and in these cases the state of the system changes to D. So the probability of getting
R as our end result will be

P (R) = |p|2 · PU(R) + |q|2 · PD(R).

To find PU(R) and PD(R) we need to write U and D as linear combinations of R and Y ; a
little linear algebra gives

U = p̄R− qY, D = q̄R + pY.
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So
PU(R) = |p̄|2

|p̄|2+|q|2 = |p|2, PD(R) = |q̄|2
|q̄|2+|p|2 = |q|2.

The total probability P (R) of measuring R in our two-stage experiment is therefore

P (R) = |p|2 · |p|2 + |q|2 · |q|2 = |p|4 + |q|4.

Note that this might not be equal to 1 (for example when p = q = 1√
2
).

Electron spin

One example of a two-state quantum system occurs in the electron. If you send a beam of
electrons into a certain magnetic field, you will find that half of the electrons are bent in one
direction and half are bent in the opposite direction. We refer to the picture below, and for
convenience call the two directions “upwards” and “downwards”. In this configuration the
former is in the +z direction, and the latter in the −z direction.

x

y

z

electrons

In this picture the box denotes the region with the magnetic field. We will think of this
box as our measurement device, or “machine”, and since “upwards” is in the z-direction we
will call it a “z-machine”.

It turns out that the two types of behavior for the electrons can be modeled by a two-
state quantum system. If H denotes the state space, there is a basis {Uz, Dz} whose states
correspond to the measurements of “up” and “down” the z-machine. For classical reasons
the particular state of an electron is called its spin, as early attempts to explain the bending
of these electrons envisioned the electron spinning along an axis. We don’t need to really
worry about this lingo, but physicists would talk about “spin-up” and “spin-down” electrons.

What if we rotation our machine by an angle of θ about the y-axis? Electrons will still
be bent in two directions, but now the precise direction of“up” and “down” has changed.
We let Uθ and Dθ be the basis corresponding to these measurements. Since {Uθ, Dθ} is also
a basis for H, there will be some change-of-basis formulas comparing this basis to {Uz, Dz}.
Physicists tell us that the correct formulas are

Uθ = (cos θ
2
)Uz + (sin θ

2
)Dz

Dθ = −(sin θ
2
)Uz + (cos θ

2
)Dz.
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In particular, for an “x-machine” where the “up” direction is along the +x-axis we have
θ = π

2
and

Ux = ( 1√
2
)Uz + ( 1√

2
)Dz

Dx = −( 1√
2
)Uz + ( 1√

2
)Dz.

We can solve for Uz to get
Uz = 1√

2
Ux + 1√

2
Dx.

Consider now the following experiment:
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z-machine x-machine

We have blocked off the electrons that were bent downwards by the z-machine, and we have
put it some kind of redirecting device to push the upward-bent electrons back along their
original trajectory (let’s not worry about exactly how this is accomplished from a physical
perspective, instead treating it as a thought experiment). What happens to the electrons
that enter the x-machine? Are they all bent “up” into the +x direction? The answer is no!

The electrons that are measured as going “up” in the z-machine are all pushed into the
Uz state. In terms of the {Ux, Dx} basis we have already calculated thet Uz = 1√

2
Ux+ 1√

2
Dx,

so this means half of the electons will go “up” in the x-machine (i.e., in the +x direction)
and half will go “down”.

Quantum computers

The most primitive component of a classical computer is a register which can contain either
the value 0 or 1. Such a register is called a “bit”, short for “binary digit”. By putting several
bits together a computer can represent larger numbers, by interpreting the bits as the digits
in a binary expansion of our number. For example, a compound register made up of 8 bits
can represent any number from 0 to 255: if the bits in the register are a0, . . . , a7 then we
consider this as encoding the number

N = 27a7 + 26a6 + · · ·+ 21a1 + a0.

Classical computers do everything by sequences of bit manipulations.
Analogously, the most primitive component of a quantum computer is a register which

contains a two-state quantum system. So there are certain pure states [0] and [1], but the
register could also contain a superposition of these states (like a[0] + b[1]). Such a register is
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called a qubit (short for “quantum bit”). Quantum computers then accomplish their tasks
by sequences of qubit manipulations. At this time the largest quantum computer that has
been built (and announced publicly) can manipulate only 72 bits, which is not very much.

The BB84 quantum key exchange algorithm

This was created by Bennett and Brassard in 1984. Assume Alice and Bob have a normal
communication channel (like a two-way radio, or email, or whatever) and also a quantum
channel where Alice can send Bob electrons that have been prepared in a chosen state. Here’s
how the algorithm works, with an embedded example as we go along.

(1) Alice picks a random sequent of bits: for example, 001110 (in practice this would be
much longer, maybe a hundred digits).

(2) For each bit, she randomly picks either the {Uz, Dz} basis or the {Ux, Dx} basis. For
example, maybe she picks xzzxzz.

(3) For each bit, Alice sends an electron to Bob encoded via her chosen basis and the rule
0 = U , 1 = D. For example, in the first bit we have the pair of choices (0, x) and this
is sent as an electron in state Ux. In our chosen example, Alice sends electrons in the
states

Ux, Uz, Dz, Dx, Dz, Uz.

(4) When Bob receives each electron, he needs to measure which state it is in. He can use
either a z-machine or an x-machine. Of course, if he knew what basis Alice used to
send the electon then he could choose the appropriate machine. But since he lacks this
information, all he can do is choose one randomly. So for each electron Bob randomly
chooses a machine to do the measurement: maybe he chooses xxxxzx.

What happens when Bob does his measurements? The first electron was in state Ux and
is measured with an x-machine, so Bob will measure U (which he changes to a 0). The
second electron was in state Uz, but Bob is measuring with an x-machine: so Bob will
measure either 0 or 1, and it’s 50-50 probability. Continuing for the whole sequence,
Bob measures this:

0 0
1

0
1 1 1 0

1

For the columns marked with both 0 and 1, we don’t know exactly what measurement
comes out: either 0 or 1, with equal probability. For specificity let us say that Bob
measured

0 1 1 1 1 0.

(5) At this point Alice and Bob compare their choices of bases. Alice sends her list xzzxzz
to Bob, and Bob sends his list xxxxzx to Alice. This happens across the normal (non-
quantum) communication channel. After comparing their lists, Alice and Bob see that
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their choices agreed in bits 1, 4, and 5. They throw away all other bits in each of their
strings. So Alice gets

0 �0 �1 1 1 �0  011

and Bob gets
0 �1 �1 1 1 �0  011.

This is the shared key! Of course, in a more realistic example Alice and Bob would do
this with a much longer string, and then convert their binary number into an integer.

You will notice, of course, that Alice and Bob are keeping the columns where they were
guaranteed to have the same bit, because they used the same basis in the encoding and
decoding (i.e., for the state preparation and measurement).

The algorithm we have described so far works for creating a shared key. But we have
not yet considered the possible effects of Eve trying to spy on this conversation and get the
shared key too. We will talk more about this in a minute, but bare with us as we throw in
one more step to the algorithm:

(6) Alice and Bob use their normal communication channel to publicly share every fourth
bit of their shared key. If Alice and Bob find that these “fourth bits” all match, they
throw away these fourth bits and use the remaining bits as the shared key. If Alice and
Bob find that their keys don’t match, they go back to the beginning and try everything
again.

This probably seems confusing! We said just a moment ago that the keys were guaranteed
to match, so why bother checking the fourth bits? And why throw them away if they match?
The answer has to do with the possible presence of Eve.

Suppose Eve tries to intercept the electrons on the way to Bob, so as to get the shared
key. Eve has to measure the electrons to learn anything about them, but she doesn’t know
whether to use a z-machine or an x-machine. Just like Bob, she doesn’t know what basis
Alice used to prepare the electron. So all Eve can do is randomly choose either the x-machine
or the z-machine, measure the electron, and then pass the electron on to Bob. But note
that Eve’s measurement potentially changes the state of the electron! This is the main point
behind the security of the algorithm.

If Eve guesses randomly, then her choice of basis will match Alice’s about 50% of the
time. If Alice had chosen (0, x) and therefore sends an electron in state Ux, and if Eve picks
the x-machine, Eve will correctly retrieve the ‘0’ bit; the measurement leaves the electron
in the Ux-state, and it goes on to Bob just as before. But if Eve had instead picked the
z-machine, then she would measure either 0 or 1 with equal probability. The measurement
changes the state of the electron to either Uz or Dz, now different than what Eve sent!
What happens when the electron gets to Bob? Even if he chooses the x-machine (which
matches what Alice used), because the state is now either Uz or Dz Bob will measure 0 or 1
with equal probability. This is different than before, and the difference is because of Eve’s
interference.
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What happens when Alice and Bob compare their choices of bases? They find the same
places of agreement as before. Around 50% of the time Eve’s choice was the same as Alice’s,
and in these cases Alice’s and Bob’s bits still agree. But the rest of the time Eve’s choice
was different than Alice’s, and amongst these cases Alice’s and Bob’s bits disagree 50% of
the time. So altogether, Eve’s interference resuts in the bits of Alice’s and Bob’s “shared
key” disagreeing about one-quarter of the time. Of course, Alice and Bob don’t know this
yet.

Now we come to step (6). By comparing an agreed-upon selection of bits (and exactly
which ones doesn’t really matter), Alice and Bob can check whether interference was hap-
pening or not. If their bits all agree, they can be certain that their communication was safe
and not intercepted. If some of the bits disagree, they know there was eavesdropping and
they should go run the procedure again.
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