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Large-scale, web-based service marketplaces have recently emerged as a new resource for customers who

need quick resolutions for their short-term problems. Due to the temporary nature of the relations between

customers and service providers (agents) in these marketplaces, customers may not have an opportunity to

assess the ability of an agent before their service completion. On the other hand, the moderating firm has

a more sustained relationship with agents, and thus it can provide customers with more information about

the abilities of agents through skill screening mechanisms. In this paper, we consider a marketplace where

the moderating firm can run two skills tests on agents to assess if their skills are above certain thresholds.

Our main objective is to evaluate the e↵ectiveness of skill screening as a revenue maximization tool. We,

specifically, analyze how much benefit the firm obtains after each additional skill test. We find that skill

screening leads to negligible revenue improvements in marketplaces where agent skills are highly compatible

and the average service times are similar for all customers. As the compatibility of agent skills weakens or

the customers start to vary in their processing time needs, we show that the firm starts to experience sizable

improvements in revenue from skill screening. Apparently, the firm can reap the most of these substantial

benefits when it runs only one test. For instance, in marketplaces where agents posses uncorrelated skills,

the second skill test only brings an additional 2% improvement in revenue. Accounting for possible skill

screening costs, we then show the optimality of o↵ering only one test when the compatibility between agent

skills is su�ciently low. The results of this paper also have important implications in terms of the right level

of intervention in the marketplaces we study.
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1. Introduction

Large-scale, web-based service marketplaces have recently emerged as a new resource for customers

who need quick resolutions for their temporary problems. In these marketplaces, many small service

providers (agents) compete among themselves to help customers with diverse needs. Typically, an

independent firm, which we shall refer to as the moderating firm, establishes the infrastructure for

the interaction between customers and agents in these marketplaces. In particular, the moderating
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firm provides the customers and the agents with the information required to make their decisions.

A notable example among many existing online marketplaces is upwork.com (formerly odesk.com).

The web-site hosts around 9,000,000 programmers competing to provide software solutions.

Considering large-scale natures of online marketplaces, it is not surprising to see that the ability

of agents to serve customers with a particular need varies significantly. Naturally, customers prefer

to be serviced by a more skilled agent because a more capable agent is likely to generate more

value for customers. Unfortunately, customers may not have an opportunity to assess the ability

of an agent before their service completion because most of the relations between customers and

providers are temporary in these marketplaces. On the other hand, the moderating firm has a more

sustained relationship with agents, and thus it can obtain more information about their abilities.

Particularly, the firm can constitute a skill screening mechanism. In general, these mechanisms

take the form of skill tests and/or certification programs that are run by moderating firms. For

instance, upwork.com o↵ers various exams to test the ability of the candidate providers. In fact,

being successful in some of these exams is the first requirement for providers to be eligible to serve

customers in the marketplace. The makers of upwork.com (or any other moderating firm) freely

decide on how comprehensive the exams are. The more comprehensive the exams become, the

more value customers expect from their service. If necessary, upwork.com can use these exams to

disqualify some of the agents, and thus control the portfolio of di↵erent agent types (e.g., flexible,

dedicated) and the service capacity in the marketplace. We use the term skill-mix structure to

denote the portfolio of di↵erent agent types. Most of the online service marketplaces, including

upwork.com, receives 10% of the revenue obtained by the agents at service completion. Therefore, it

is in the best interest of the moderating firm to intervene in the marketplace by using its skill tests

in order to make sure that the “right” prices and customer demand emerge in the marketplace.

Motivated by these online service marketplaces, we consider a marketplace with two groups

of customers, each of which has di↵erent needs. In real life, customers may seek help on web

programming, graphic design, translation, proofreading, video production and editing, etc. in online

service marketplaces. We use the term class to identify the group of customers with the same needs.

On the supply side, we assume there is a finite but large number of agents who are homogeneous in

their service capacity and heterogeneous in the value that their services generate for each customer

class. Specifically, the service of an agent generates a random value (with a known distribution)

for each customer class. We refer to these two random values as agent skills. Customers cannot

observe agent skills, but the moderating firm can run two skills tests on agents to assess whether

their skills are above certain thresholds or not. The firm determines a passing level in each skill test
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and allows agents to serve customers only if their skills are above the passing levels. We use a game

theoretical framework to study the interaction between the customers and the agents. Namely,

each agent announces a price for his service, and customers request service from agents based on

the expected agent skills, the prices, and the anticipated waiting time. The objective of the firm

is to find the passing levels that maximize its revenue, which is a predetermined share of the total

revenue generated in the marketplace.

As we mention above, the moderating firm can use its screening mechanism as a tool to influence

the revenue generated in the marketplace. In this paper, we aim at evaluating the e↵ectiveness

of skill screening as a revenue maximization tool. To this end, we analyze how much benefit the

firm obtains after each additional skill test. We start with a benchmark case where the firm does

not o↵er any skill tests. Then, we study the firm’s problem (i) when the firm uses only one exam,

and (ii) when both exams are o↵ered. Due to test preparations and executions, moderating firms

may incur a cost to carry out the skill tests. Taking the possibility of costly skill screening into

consideration, we compare the revenues in these three cases to find the optimal number of skill

tests. One may view the number of tests o↵ered by the firm as a measure for how strictly the

firm regulates the marketplace. Thus, our analysis also provides insights for the right level of

intervention in the marketplaces we study.

In analyzing the model described above, we observe that the optimization problem of the firm

becomes analytically intractable when the skills of an agent follow a general joint probability dis-

tribution. Thus, we obtain the firm’s optimal decisions by considering a family of skill distributions

with a shape parameter which controls the correlation between agent skills. Since the online market-

places we review usually house service providers with compatible skills, especially in programming,

we focus on positively correlated skills in this paper.

Our model of agent skills enables us to gain a better understanding of the relationship between

skill correlation and how the firm utilizes skill screening. We, specifically, study how the revenue

benefits from skill screening depend on the correlation between the agent skills. We find that skill

screening leads to minimal revenue improvements in marketplaces where agent skills are highly

correlated and the average processing times are similar for all customers. If the moderating firm is

concerned about the cost of screening, this result suggests that the firm is better o↵ not o↵ering any

skill tests when the skill correlation is high. As the compatibility of agent skills weakens, we show

that the firm starts to experience substantial revenue benefits from skill screening. Particularly,

we prove that the firm’s benefit from skill screening can be as much as 25% if agent skills exhibit

negligible correlation and customers require the same service time on average. We also show that
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the skill screening becomes more e↵ective as the di↵erent classes of customers start to vary in

terms of their processing time needs. Apparently, the firm can reap the most of these substantial

benefits when it runs only one exam. For instance, in marketplaces with almost independent skills,

the second skill test can only bring an additional 2% revenue improvement. As a matter of fact, the

firm does not gain any benefits from the second exam in markets where the customer demand is

above a critical level. Accounting for possible testing costs, we then show the optimality of o↵ering

only one test when skill correlation is su�ciently low.

The results of this paper also have important implications in terms of the moderating firm’s

involvements in the marketplace. Our findings suggest that the firm does not need to regulate the

marketplace via skill screening when agents are endowed with highly compatible skills. When inter-

vention is needed, we establish that it is su�cient to run only one of the exams as an intervention

tool when considering costly skill screening. The contribution of this paper is also in introducing a

family of joint skill distributions that captures the correlation between skills ranging from perfect

and positive correlation to no correlation. Our methodology can be easily extended to study the

service environments with negatively correlated skills.

2. Literature Review

Our paper lies in the intersection of various streams of research. The first line of works related

to our paper studies customer behavior in service systems. Service systems with customers who

seek to maximize their utilities have attracted the attention of researchers for many years. The

analysis of such systems dates back to Naor’s seminal work (See Naor (1969)), which analyzes

customer behavior in a single-server queueing system. More recently, Cachon and Harker (2002)

and Allon and Federgruen (2007) study the competition between multiple firms o↵ering substitute

but di↵erentiated services by modeling the customer behavior implicitly via an exogenously given

demand function. An alternative approach is followed in Chen and Wan (2003), where authors

examine the customers’ choice problem explicitly by embedding it into the firms’ pricing problem.

Our paper is also related to the research focusing on the economic trade-o↵s between investing

on flexible resources, which provide the ability to satisfy a wide variety of customer needs, and

dedicated resources responding to only a specific demand type. This line of literature studies a two-

stage decision problem with recourse, which is also known as the Newsvendor Network problem,

and dates back to Fine and Freund (1990). Fine and Freund (1990) considers a firm that invests

in a portfolio of multiple dedicated resources and one flexible resource in the first stage where the

market demand for its products is uncertain. After making the capacity investments, the demand
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uncertainty is resolved, and the firm makes the production decisions to maximize its profit. Fine

and Freund (1990) argues that the flexible resource is not preferred when demand distributions

are perfectly and positively correlated. Gupta et al. (1992) studies a similar model where the

firm initially has some existing capacity and presents results parallel to Fine and Freund (1990).

Contrary to the examples provided in these two papers, Callen and Sarath (1995) and Van Mieghem

(1998) show that it can be optimal for a firm to invest in a flexible resource even if demand

distributions are perfectly and positively correlated. Recent papers extend the model in Fine and

Freund (1990) by studying the optimal pricing decision of a monopolist (See Chod and Rudi (2005)

and Bish and Wang (2004)), competition between two firms (See Goyal and Netessine (2007)), and

more detailed configurations of flexibility (See Bassamboo et al. (2010)). In all of these papers, the

firm chooses its price and allocates its flexible capacity in order to maximize its profit. However,

in the service marketplaces we consider, the (moderating) firm does not have direct control over

the pricing and the service decisions of the service providers.

The pricing and the capacity planning problem of the service systems can easily become ana-

lytically intractable when trying to study more complex models, such as a multi-server queueing

systems. Recognizing this di�culty, Halfin and Whitt (1981) proposes a framework to obtain robust

and accurate approximations to analyze multi-server queues. This framework has been applied by

many researchers to study the pricing and service design problem of a monopoly in more realistic

and detailed settings. Armony and Maglaras (2004) and Maglaras and Zeevi (2003) are notable

examples of papers using the asymptotic analysis to tackle complexity of these problems. Fur-

thermore, Zeltyn and Mandelbaum (2005) extends the asymptotic analysis of markovian queueing

system by considering customer abandonments.

The idea of using approximation methods can also be applied to characterize the equilibrium

behavior of the firms in a competitive environment. In this paper, we study the game between

customers and service providers by constructing an approximation of the original model. Our

approximation is based on the fluid analysis framework introduced in Whitt (2006). To our knowl-

edge, Allon and Gurvich (2010) and Chen et al. (2008) are the first papers studying competition

among complex service systems via asymptotic analysis. There are two main di↵erences between

these two papers and our work. First, both of them study a service environment with a fixed number

of decision makers (firms), while the number of decision makers in our marketplace (agents) grows

unboundedly. Second, they only consider a competitive environment where the firms behave indi-

vidually. In contrast, we study a marketplace where the agents have a limited level of collaboration.

Another recent paper that studies the equilibrium characterization of a competitive marketplace is
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Allon et al. (2012). It studies di↵erent involvements of the moderating firm in a service marketplace

supposing a fixed skill-mix structure. Specifically, the moderating firm can introduce operational

tools which provide an e�cient match between customers and providers. Moreover, the firms can

provide strategic tools which allow communication and collaboration among the agents. Allon et al.

(2012) concludes that the moderating firm should compliment its operational tools by creating

communication opportunities among providers. The major di↵erence between our paper andAllon

et al. (2012) is that we explore the e↵ects of di↵erent skill-mix structures on the moderating firm’s

revenue, supposing the firm o↵ers both e�cient matching between customers and providers and

communication among providers.

The research on marketplaces may also be viewed as related to the literature on labor mar-

kets that studies the wage dynamics (See Burdett and Mortensen (1998), Manning (2004), and

Michaelides (2010)). In this paper, our focus is on a market for temporary help, which means that

the engagement between customers and service providers ends upon the service completion. This

stands in contrast to the labor economics literature in which the engagement is assumed to be per-

manent. Furthermore, the entities governing the labor markets can use intervention tools directly

influencing the wage dynamic, such as minimum wage. Unlike the literature in labor markets, the

moderating firms we consider have minimal direct power to influence the prices emerging as the

equilibrium outcomes. Our paper also di↵ers from the literature on market microstructure. This

body of work studies market makers who can set prices and hold inventories of assets in order to

stabilize markets (See Garman (1976), Amihud and Mendelson (1980), Ho and Stoll (1983), and

a comprehensive survey by Biais et al. (2005)). However, the moderating firms considered in our

paper have no direct price-setting power and cannot respond to customers’ service requests.

3. Model Basics

Consider a service marketplace where agents and customers make their decisions in order to max-

imize their individual utilities. There are two groups of customers, each of which seek a di↵erent

and unique service skill. We use the term “class” to identify the group of customers with the same

service needs. We refer to one customer class as class A and the other one as class B. The service

requests from class i 2 {A,B} customers follows a Poisson process with rate ⇤i. This forms the

“potential demand” for the marketplace. Each customer is a risk neutral individual and thus decides

whether to join the marketplace or not according to her expected utility. Customers make their

decisions after observing the decisions of the agents. Customers who join the marketplace form the

“e↵ective demand” for the marketplace. If a customer decides not to join the system, she requests
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the service from an outside option which generates a utility of u. If a class i2 {A,B} customer joins

the system, she incurs a waiting cost of ci per unit time until her service commences. We assume

that service time required to satisfy the requests of a class i 2 {A,B} customer is exponentially

distributed with rate ⌧i. When the service of a class customer is successfully completed, she pays

the price of the service, earns a reward which depends on the skills of the agent serving her. The

expected utility of a customer is based on the reward, the price, and the anticipated waiting time.

The above summarizes the demand arriving to the marketplace. Next, we discuss the capacity

provision in the marketplace. There are k candidate agents endowed with di↵erent processing skills.

Particularly, the value that an agent’s service generates for a class i 2 {A,B} customer is Si. SA

and SB are random variables with a joint probability density function fA,B(·, ·) on the support

[0, R̄A] ⇥ [0, R̄B]. We refer to (SA, SB) as the agent skills and fA,B(·, ·) as the skill distribution.

The skills are not observable but the moderating firm can verify whether agent skills are above

a threshold through a skill screening process. As long as an agent is eligible to serve customers,

he makes a pricing decision for his service. Furthermore, agents, who are qualified to serve both

classes, choose how to distribute their service capacity among the customer classes. Each agent

makes these decisions independently in order to maximize his expected revenue. The expected

revenue of an agent depends on the price he charges and his demand volume. We normalized the

operating cost of the agents to zero for notational convenience. We also suppose that agents are

identical in terms of any characteristics other than the processing skills, e.g., work experience,

customer satisfaction, etc., in order to evaluate the importance of skill test in a more transparent

manner. It is also worth noting that in this paper, we focus our attention to the jobs that require

flexible agents to commit to a service decision such as allocation of their service capacity among

di↵erent customer classes. It is possible that such a service commitment may not be necessary

for all jobs. The jobs that do not require service commitments can be studied in a model where

flexible agents only set their prices and compete for both customers classes simultaneously. In this

more complex model, we can show the existence of equilibria that are revenue equivalent to the

equilibrium outcomes our paper predicts. A major analytical challenge in a model without service

commitments would be to show the uniqueness of the equilibria. However, even if the lack of service

commitment led to additional equilibria, our qualitative insights about the e↵ectiveness of skill

screening would continue to hold as long as the most profitable equilibrium emerges as the market

outcome. Moderating firms may sustain the most profitable equilibrium as the market outcome by

influencing their agents’ decisions through educational/training tools like the Knowledge Center

at upwork.com.
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We refer to the ratio ⇤i/(⌧ik) as the demand-supply ratio of class i 2 {A,B} and denote it

by ⇢i > 0. The demand-supply ratio is a first order measure for the mismatch between aggregate

demand and the total processing capacity for each class. In this section, we describe only the basics

of the model. Next section discusses more details about the marketplace model we study. We also

present a table in Appendix A that provides the description of the frequently used notation.

4. The Roles of the Moderating Firm

The essential role of the moderating firm in a large-scale marketplace is to construct the infrastruc-

ture for the interaction between players. This is crucial because all players have to be equipped with

the necessary information, such as prices to make their decisions, and individual players cannot

gather this information on their own. There are also other ways for moderating firms to be involved

in a marketplace. For instance, moderating firms can provide mechanisms which improve the oper-

ational performance of the whole system by e�ciently matching customers and agents. They may

also complement their operational tools with strategic tools which enable communication among

agents. Furthermore, because agents’ skills are not observable to the customers, moderating firms

may provide customers with further information about the candidate agents by screening agents’

abilities. In this section, our goal is to build a model where we capture these di↵erent roles of the

moderating firms. To this end, we first introduce a screening mechanism which consists of skill

tests determining whether a candidate agent is eligible to serve customers or not. Next, we provide

a detailed description of the interaction between customers and agents in a marketplace when

operational ine�ciencies are minimized and agents are allowed to communicate. Using this model,

we will study the moderating firm’s skill and capacity management problem with the objective of

revenue maximization in Section 6. Note that the firm’s only source of revenue is its predetermined

share of the total revenue generated in the marketplace. Therefore, the moderating firm uses its

screening mechanism to maximize the total revenue in the system.

4.1. Setting up the Skill-Mix

As we mentioned in the Introduction, moderating firms can obtain more information about the

abilities of candidate agents through a screening process. We model this by assuming that the

moderating firm can run two skill tests on each candidate agent, say Exam A and Exam B, in

order to screen his abilities. In particular, in Exam i2 {A,B}, the firm picks a threshold level !i (a

measure for comprehensiveness) and tests whether the value that an agent’s service generates for

class i is above !i. We refer to these thresholds as the passing levels. As an example, at upwork.com,

the passing level for most tests is 2.5 out of 5.
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The firm publicly announces the results of the tests, and a candidate agent will be eligible to

serve customers if he passes at least one exam. An agent who passes only Exam i 2 {A,B}, will

be eligible to serve only class i, and thus his only decision will be to set a price for his service. We

refer to these types of agents as dedicated agents and denote the fraction of dedicated agents for

class i2 {A,B} by ↵i Candidate agents who pass both exams will be eligible to serve both classes

of customers. We refer to these types of agents as flexible agents and denote the fraction of the

flexible agents by ↵F . Since a flexible agent can serve both classes, he chooses the portion of his

service capacity that is allocated to each class in addition to his pricing decision.

Once the firm chooses a pair of passing levels (!A,!B), the fraction of flexible and dedicated

agents in marketplaces with a large number of agents can be approximated as follows:

↵F (!A,!B)'
R̄AZ

!A

dsA

R̄BZ

!B

fA,B(sA, sB)dsB and ↵i(!A,!B)'
R̄iZ

!i

dsi

!jZ

0

fA,B(si, sj)dsj (1)

for all i, j 2 {A,B} with j 6= i. Throughout the paper, we use the term skill-mix structure to denote

the portfolio of di↵erent agent types in the marketplace. For instance, a marketplace may consist

of all three types of agents: the flexible agents, and the dedicated agents for each class. We refer

to such a skill-mix structure as “M-Network.” Moreover, there may be only flexible agents in a

marketplace. This skill-mix structure will be referred to as “V-Network.” In addition to these two,

there may be other skill-mix structures such as “N-Network” and “I-Network.” We illustrate these

di↵erent structures in Figure 1. The moderating firm can set up various skill-mix structures by

changing the passing levels !A and !B.

Class A
(⇤A)

Class B
(⇤B)

? ?? �

✓⌘
◆⇣

✓⌘
◆⇣

✓⌘
◆⇣

↵A ↵F ↵B

(M-Network)

Class A
(⇤A)

Class B
(⇤B)

?�

✓⌘
◆⇣
↵F

(V-Network)

Class A
(⇤A)

Class B
(⇤B)

? ??

✓⌘
◆⇣

✓⌘
◆⇣

↵A ↵F

(N-Network)

Class A
(⇤A)

Class B
(⇤B)

? ?

✓⌘
◆⇣

✓⌘
◆⇣

↵A ↵B

(I-Network)

Figure 1 Di↵erent skill-mix structures that can be set up by the moderating firm.

In addition to changing the skill-mix structure, passing levels impact the expected reward that a

customer earns upon her service completion. For example, when both passing levels are set to zero,
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a class i 2 {A,B} customer expects to earn the average value that agents generate for her class,

which can be approximated by E[Si]. However, if passing levels are positive, customers can update

their expected reward by knowing that the skills of eligible agents are above certain thresholds.

More specifically, for any passing levels (!A,!B) and i, j 2 {A,B} with j 6= i, the expected reward

that a class i customer earns from a dedicated agent becomes E[Si|Si � !i, Sj < !j] and can be

written as follows:

Ri(!A,!B) =
�Z R̄i

!i

dsi

Z !j

0

sifA,B(si, sj)dsj
��

↵i(!A,!B) (2)

Likewise, a class i customer expects to earn RiF (!A,!B) from a flexible agent given passing levels

(!A,!B), where

RiF (!A,!B) =
�Z R̄i

!i

dsi

Z R̄j

!j

sifA,B(si, sj)dsj
��

↵F (!A,!B). (3)

Notice that in the above expressions, we allow customers to updated their expected rewards even

if the firm does not o↵er the exam screening the skill they demanded. For instance, the expected

rewards for class A customers from a dedicated and a flexible agent depend on the passing level in

Exam B even if the firm does not o↵er Exam A.

In our model, we suppose that the moderating firm does not allow agents to serve customers

when they fail a test for analytical tractability. In real service marketplaces, moderating firms

may choose less severe actions to handle agents who fails in the tests. For example, upwork.com

lets providers hide their test results and does not ban providers from serving customers when

they fail a test. However, at the same time the default practice of the web-site is to publicize the

test results when agents pass the exams. In other words, the web-site seems to have a preference

for announcing the results of successful attempts and letting customers to di↵erentiate between

passing and failing agents. It is also important to note that, upwork.com o↵ers guidelines to the

service providers at Upwork Help Center (2016) where one of the first recommendations is “ . . .

take tests to demonstrate your skills to potential clients and make yourself more marketable . . . for

maximum impact, you may want to take tests corresponding with the skills you want to present to

potential clients and considering hiding those where you rank below average . . . ” The Help Center

also clearly warns the service providers about the possibility of not being hired if they do not score

well on the tests related to the skills desired by the customers. We believe these guidelines and the

default announcements of the passing scores indicate that the web-site indirectly tries to keep the

failing agents outside of the marketplace and thus provide a justification for our assumption.
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4.2. Matching Demand and Supply

In addition to setting up the skill-mix, the moderating firm provides a mechanism that e�ciently

matches customers and agents. This mechanism aims at reducing ine�ciency due to the possibility

that an individual customer may not find an idle agent on her own while there are available agents

who can serve her. For instance, upwork.com achieves this goal by allowing customers to post their

needs and allowing service providers to apply to these postings. When a customer posts a job

at upwork.com, agents that are willing to serve this customer apply to the posting. Among the

available applicants, the customers favor agents charging the lowest price. When there are not any

immediate applications, the customers wait for agents to apply. The main driver of the e�ciency

in this setting is the fact that customers no longer need to specify an agent upon their arrival. The

job posting mechanism allows customers to postpone their service request decisions until they have

enough information about the availability of the providers.

Note that the expected utility of a customer will depend on both the price and the type of the

agent who serves her because each agent type may provide a di↵erent expected reward. To account

for that, we define the “net reward” of a class i 2 {A,B} customer from a dedicated agent and a

flexible agent charging p as Ri(!A,!B)� p and RiF (!A,!B)� p for any given pair of thresholds

(!A,!B), respectively. Then, we model the e�ciency improvement in the system by considering

the marketplace as a multi-server queueing system where customers wait in a common queue and

are matched with the agent o↵ering the highest net-reward when there are available agents. When

there are multiple agents o↵ering the highest net-reward, customers are assigned to these agents

randomly. In such a marketplace, the specifics of the customer decision making and experience will

be as follows: An arriving class i2 {A,B} customer first chooses whether to request service or not

by observing the agents’ pricing and service decisions. We denote the fraction of class i 2 {A,B}

customers requesting service by Di. If there are any available agents when the customer arrives, her

service starts immediately and she obtains the highest net-reward o↵ered by the available agents.

Otherwise, the customer enters a queue and wait until an agent becomes available for her.

As we mentioned before, dedicated agents make only pricing decisions whereas flexible agents

make both pricing and service decisions. We summarize pricing and service strategies of the agents

by the vectors (r
A

,y
A

, t
A

) ⌘ (rAn , yAn , tAn)
NA
n=1 and (r

B

,y
B

, t
B

) ⌘ (rBn , yBn , tBn)
NB
n=1. We refer to

the agents who o↵er the net reward rin and allocate tin portion of their capacities to class i2 {A,B}

as sub-pool in. Notice that tin may be di↵erent than 1 only in sub-pools consisting of flexible

agents. We let yink be the number of agents in sub-pool in and Ni is the number of di↵erent

sub-pools serving class i 2 {A,B}. We also denote the fraction of total service capacity available
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for class i2 {A,B} by ↵i ⌘
PNi

n=1 tinyin . We suppose ri1 � · · ·� riNi
, without loss of generality, and

assume that the agents cannot o↵er a net reward less than the outside option, i.e., riNi
� u for any

i2 {A,B}.1 We illustrate our marketplace model in the following figure.

-
⇢i ⇢iDi

AU
⇢i(1�Di)

Not requesting service

⌘
⌘
⌘

⌘
⌘
⌘

⌘⌘3

-
Z

Z
Z

Z
Z
Z

ZZ~

Matching according
to prices and availability

ssssss Sub-pool i3: (ri3 , yi3 , t3n)ssssssss Sub-pool i2: (ri2 , yi2 , t2n)sssssssss Sub-pool i1: (ri1 , yi1 , t1n)

ri1 � ri2 � ri3

Figure 2 Illustration of the operations of the marketplace for class i2 {A,B}.

Under the model described above, the system that each class customers face operates like a

generic M/M/s system with the arrival rate of s⇢ and the service rate of 1 where ⇢ depends

on the decisions of the customers and the agents. However, unlike a regular multi-server system,

customers are assigned to the available agents o↵ering the highest net reward based on the vector

(r,y) ⌘ (rn, yn)Nn=1 where yn is the fraction of agents o↵ering the net reward rn and N is the

number of di↵erent sub-pools of agents. In this queueing system, we denote the expected waiting

time by W (⇢) as it does not depend on the agents’ pricing decisions. We also let P`(r,y,⇢) be the

probability with which a customer is served by an agent in sub-pool `2 {1, . . . ,N} and �`(r,y,⇢) be

the utilization of agents in sub-pool `. Then, we can write the expected utility of a class i2 {A,B}

customer requesting service as

NiX

n=1

Pn(ri, ti�yi

/↵i,⇢iDi/↵i)rin � ciW (⇢iDi/↵i), (4)

as a function of the decisions of the customers and the agents, where the � operator takes the

element-wise product of two vectors. We can also write the revenue of a dedicated agent in sub-pool

i` for any given passing levels (!A,!B) as

⇥
Ri(!A,!B)� ri`

⇤
�`(ri, ti�yi

/↵i,⇢iDi/↵i)⌧i, (5)

1 One may consider a model where agents are allowed to o↵er less than u. We can show that such a pricing strat-
egy cannot emerge as an equilibrium. Thus, our key findings would continue to hold, despite additional analytical
cumbersome.
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Similarly, the revenue of a flexible agent in the sub-pool i` is

ti`

⇥
RiF (!A,!B)� ri`

⇤
�`(ri, ti�yi

/↵i,⇢iDi/↵i)⌧i. (6)

In the above expressions, we adjust the fraction of agents in sub-pool i` as ti`yi`/↵i and the

demand rate as ⇢iDi/↵i to fit our original model to the generic M/M/s we described above.

After describing the operational tool provided by the moderating firm, we now discuss the mod-

erating firm’s strategic tool, which changes the nature of the competition among agents. In a

marketplace such as upwork.com, service providers are o↵ered discussion boards where they are

allowed to exchange information. Moreover, the firm supports the creation of a�liation groups,

which are self-enforcing entities. Motivated by these examples, we assume that the moderating

firm allows agents to make non-binding communication prior to making their decisions, so that

the players can discuss their strategies but are not allowed to make binding commitments. The

economics literature suggests that the stability of any equilibrium outcome can be threatened by

potential deviations formed by coalitions, even in noncooperative games, due to pre-play communi-

cations (See Bernheim et al. (1987), Ray (1996) and Moreno and Wooders (1996)). In other words,

players can try to self-coordinate their actions in a mutually beneficial way when the moderating

firm allows them to communicate among themselves, despite the fact that each agent selfishly

maximizes his own utility. As it is discussed in Allon et al. (2012), this can be modeled by an equi-

librium concept which allows several agents to deviate together instead of deviating individually.

However, self-coordination of agents is restricted because the marketplaces we consider tend to be

large, and thus, the sizes of group deviations are limited. We denote the largest fraction of agents

that can deviate together by � 1.

In this section, we outline the di↵erent roles of the moderating firm and discuss how these roles

a↵ect the structure of the marketplace. Next, we model the strategic interaction between the agents

and the customers as a sequential-move game given the setup of Section 3, along with the above

mentioned roles of the moderating firm. We also characterize the equilibrium outcome of a special

marketplace structure.

5. The Game Between Customers and Agents

In this section, we formally set up the two-stage game between the agents and the customers based

on the model introduced in Section 3 and the roles of the moderating firm mentioned in Section

4. As the first step of the strategic interaction between agents and customers, agents make and

announce their service and pricing decisions. Then, in the second stage, each arriving customer
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observes these decisions and decides whether to request service or not. We suppose that agents make

the first move because agents have permanent profile pages, where they post pricing information

for their services, in real online marketplaces. Moreover, posting a price is neither a requirement

nor a binding decision for customers in job postings. Therefore, customers usually do not announce

any price in job postings because they prefer to wait and see the agents’ availability and prices.

We refer to the equilibrium among customers in the second stage as Customer Equilibrium and

the equilibrium of the whole game as Market Equilibrium.

In analyzing the equilibrium outcome of marketplaces with finite number of agents, we would

like to highlight the following two observations: 1) The arising system dynamic is too complex

for the exact analysis. We need to keep track of the number of busy agents in each sub-pool in

order to obtain agent utilizations, and this requires us to have a multi dimensional state space. 2)

Asymptotic analysis is applicable since these marketplaces tends to be large. Thus, in this paper,

we shall approximate the original system by a fluid model where the number of agents k goes to

infinity while the demand-supply ratios are remaining constant. The benefit of using a fluid model is

that it provides an accurate yet simple approximation for the expected waiting time and utilization

functions and thus helps us to derive the utility of the customers and agents in simple form. We

build our fluid model based on the framework introduced in Whitt (2006). Whitt (2006) shows

that the expected waiting time function W (⇢) we describe in Section 4.2 can be approximated as:

W (⇢)'W

f (⇢)⌘
(
0 if ⇢ 1

1 if ⇢> 1.

Whitt (2006) also provides approximations for the utilization of agents, which is simply equal

to min{⇢,1} in a system with the system load of ⇢. This result implies that servers can be fully

utilized only when the system is overloaded, i.e., ⇢ > 1, otherwise agents will be underutilized

and their utilization will be equal to the demand-supply ratio. Unfortunately, we cannot use this

result directly to obtain agent utilizations. In our model, customers are matched with the available

agents who o↵er the highest net-reward whereas Whitt (2006) studies a queueing system where

the customers are assigned to available agents randomly. Therefore, we propose a modified version

of the approximation in Whitt (2006) for the agent utilizations. Namely, we assume that in the

fluid approximation of the generic M/M/s system we describe in Section 4.2, agents in sub-pool

` 2 {1, . . . ,N} will be able to serve some customers only if the arrival rate is greater the service

capacity available by the sub-pools o↵ering a net-reward higher than sub-pool ` does, which occurs

when ⇢>

P`�1
n=1 yn, with `⌘min{n : rn = r`}. Otherwise, the utilization of sub-pool ` will be zero

because there will always be enough available agents o↵ering a net-reward higher than sub-pool
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`, and thus customers will be matched with those agents. Once ⇢ exceeds
P`�1

n=1 yn, the rate of

customers served by sub-pool ` will be the maximum of the demand left from the sub-pools o↵ering

a higher net-reward, which is ⇢�
P`�1

n=1 yn, and the service capacity of sub-pool ` and other sub-pools

o↵ering the same net reward, which is
P¯̀

n=` yn, with
¯̀⌘max{n : rn = r`}. Hence, the utilization

of the agents in sub-pool ` can be approximated as follows:

�`(r,y,⇢)' �

f
` (r,y,⇢)⌘

8
>><

>>:

0 if ⇢
P`�1

n=1 yn

⇢�
P`�1

n=1 yn
P¯̀

n=` yn
if
P`�1

n=1 yn < ⇢<

P¯̀

n=1 yn

1 if ⇢�
P¯̀

n=1 yn.

In the fluid model, we also have that the probability of being served by sub-pool ` becomes

the rate of the customer demand served by this sub-pool, which is y`�
f
` (r,y,⇢), to total rate of

customers being served, which is the minimum of the arrival rate ⇢ and total service capacity, which

is normalized to 1 in the generic M/M/s system we consider. Hence, using the approximation for

the agent utilizations, we can approximate P`(r,y,⇢) function as

P`(r,y,⇢)' P

f
` (r,y,⇢)⌘

y`�
f
` (r,y,⇢)

min{⇢,1} .

Based on the above approximations, we can, then, approximate the expected utility of a class

i2 {A,B} customer requesting service in our original model as:

U

f
i (ri,yi

, t
i

,Di) =
NiX

n=1

P

f
n (ri, ti�yi

/↵i,⇢iDi/↵i)rin � ciW
f (⇢iDi/↵i), (7)

given the service decisions of class i 2 {A,B} customers, Di, and the strategies of agents serving

class i, which is (r
i

,y
i

, t
i

). Similarly, for any given passing levels (!A,!B), the revenue of a dedicated

and a flexible agent in sub-pool i` can be approximated as

⇥
Ri(!A,!B)� ri`

⇤
�

f
` (ri, ti�yi

/↵i,⇢iDi/↵i)⌧i,

and

⇥
RiF (!A,!B)� ri`

⇤
�

f
` (ri, ti�yi

/↵i,⇢iDi/↵i)⌧i, respectively.

Once we introduce the fluid approximation of the marketplace, we next formally describe and

study the Customer Equilibrium and the Market Equilibrium in the fluid model. Since we consider

a two-stage game, we start with the equilibrium among customers given the strategy of agents.

5.1. Customer Equilibrium

As we mentioned before, customers make their service request in order to maximize their expected

utility. Therefore, a customer from class i2 {A,B} requests service if her expected utility from join-

ing the marketplace (weakly) exceeds her outside utility of u. The first condition of the Customer

Equilibrium captures this requirement as we formally define as follows:
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Definition 1 (Customers Equilibrium). Given any (r
i

,y
i

, t
i

) for i2 {A,B}, we say that Di

is a Customers Equilibrium if

Di = argmax{D :U f
i (ri,yi

, t
i

,Di)� u,D 1}.

In other words, in a Customers Equilibrium, class i customers keep requesting service as long as

doing so is not strictly worse than their outside option.

In addition to stating that customers’ expected utility must be at least u, the Customer Equi-

librium ensures that customers join the system unless any additional demand makes the expected

utility strictly less than the outside option. This feature essentially breaks the tie for a customer

who is indi↵erent between joining the system and leaving immediately in favor of joining, and

thus ensures the uniqueness of Customer Equilibrium given the pricing decisions of the agents. We

formally present the Customer Equilibrium in Proposition 1.

Proposition 1. Given any (r
i

,y
i

, t
i

), let Dce
i be a Customer Equilibrium for class i 2 {A,B}.

Then, we have that

D

ce
i =

(
1 if ⇢i  ↵i,

↵i/⇢i if ⇢i > ↵i.

Furthermore, letting �

ce
i`
(r

i

,y
i

, t
i

) be the utilization of agents in sub-pool i`, with `2 {1, . . . ,Ni}, in

a Customer Equilibrium, we have that

�

ce
i`
(r

i

,y
i

, t
i

) =

8
>>><

>>>:

0 if ⇢i 
P`i�1

n=1 tinyin

⇢i�
P`i�1

n=1 tinyin
P¯̀

i
n=`i

tinyin

if
P`i�1

n=1 tinyin < ⇢i <
P¯̀

i
n=1 tinyin,

1 if ⇢i �
P¯̀

i
n=1 tinyin,

where `i ⌘min{n : rin = ri`} and ¯̀
i ⌘max{n : rin = ri`}.

The above proposition shows that the Customer Equilibrium depends on whether the arrival

rate form class i 2 {A,B}, which is ⇢i⌧i, is greater than the service capacity available for class,

which is ↵i⌧i. For any ⇢i  ↵i, all class i customers request service because they will obtain a net

reward that (weakly) exceeds their outside option even if all of them join the marketplace. On the

other hand, some of the class i customers have to stay outside the marketplace when ⇢i > ↵i.

Proposition 1 also establishes the utilization of the agents serving class i2 {A,B} in a Customer

Equilibrium. We show that the utilization of a sub-pool can be non-zero only if the arrival rate from

class i2A,B is greater than the total service capacity of the sub-pools o↵ering a net reward higher

than the sub-pool o↵ers. Furthermore, a sub-pool can be fully utilized when ⇢i⌧ exceeds the total

service capacity of the sub-pools o↵ering a higher net reward by at least its capacity. It is worth
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noting that the agent utilizations do not depend on the equilibrium decisions of the customers. The

intuition behind this result is that the agent utilizations may depend on the customers’ decisions

only if some of the customers do not request service, but the rate of class i 2 {A,B} customers

requesting service in the equilibrium is always equal to the total service capacity available for class

i when customers ration themselves. This can be seen from the fact that ⇢iDce
i = ↵i.

Once we characterize the equilibrium among customers and obtain the revenues of agents in this

equilibrium, we now focus on the first stage of the game.

5.2. Market Equilibrium

The Customer Equilibrium we study in the previous subsection lets us derive the agent revenues

when we fix the service and pricing decisions of the agents. Using this result, we now study the

equilibrium outcome of the whole game, which will be referred to as the Market Equilibrium. To

this end, we need to find the service and pricing decisions from which agents have no incentive to

deviate in the first stage. Agents can deviate by either joining an existing sub-pool or announcing

a new price. Furthermore, a limited fraction of agents is allowed to deviate together since the

moderating firm enables communication among agents. Therefore, an equilibrium in the first stage

should be immune to any of these two types of deviations formed by at most � fraction of agents.

In the large-scale marketplaces we study, it is possible that a small group of agents can find

profitable deviation from every price in some cases. However, these deviations require infinitesimally

small price changes, which might be unrealistic in real service marketplaces. Thus, we ignore such

deviations by restricting the set of prices agents can charge. To be more specific, we suppose that

the agents must choose their prices from a finite set where price increments are ✏, a small number

close to zero. Then, we focus on an equilibrium concept which requires immunity only against

deviations within this finite price sets as formally stated in Definition 2. To ease notation, we denote

Ri(!A,!B) and RiF (!A,!B) by Ri and RiF , respectively, for any given passing levels (!A,!B) and

any i2 {A,B}.

Definition 2 (Market Equilibrium). Let (r
i

,y
i

, t
i

) ⌘ (rin , yin)
Ni
n=1 summarize the strategy

of all agents in the marketplace for any i 2 {A,B}. Then, (r
i

,y
i

, t
i

) is a (✏, �)-Market Equilibrium

((✏, �)-ME) if the following conditions are satisfied.

1. For any `Ni, 0< dmin{yi` , �}, i2 {A,B}, and r

0 2 {u,u+ ✏, u+2✏, . . .} \ ri` ,

[Ri � ri` ]�
ce
i`
(r

i

,y
i

, t
i

) � [Ri � r

0]�ce
i`0
(r0

i

,y0
i

, t0
i

), (8)

[RiF � ri` ]�
ce
i`
(r

i

,y
i

, t
i

) � [RiF � r

0]�ce
i`0
(r0

i

,y0
i

, t0
i

), (9)
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where (r0
i

,y0
i

, t0
i

) is the strategy of all agents serving class i and i`0 is the new sub-pool of deviating

agents after the deviation. In other words, any small group of agents from any sub-pool cannot

improve their revenues by changing their prices.

2. For any `Ni, 0< dmin{yi` , �}, 0< t ti` , i2 {A,B}, j 2 {A,B}\ i, and r

0 2 {u,u+ ✏, u+

2✏, . . .},

ti` [RiF � ri` ]�
ce
i`
(r

i

,y
i

, t
i

)⌧i � (ti` � t)[RiF � ri` ]�
ce
i`
(r0

i

,y0
i

, t0
i

)⌧i (10)

+t[RjF � r

0]�ce
j`0
(r0

j

,y0
j

, t0
j

)⌧j,

where (r0
i

,y0
i

, t0
i

) and (r0
j

,y0
j

, t0
j

) are the strategy of all agents and j`0 is the new sub-pool of deviating

agents after the deviation. In other words, any small group of flexible agents cannot improve their

revenues by changing their service decisions.

Moreover, (r
i

,y
i

, t
i

) is aMarket Equilibrium if there exists a sequence (r
i

k
,y

i

k) such that (r
i

k
,y

i

k)

is a (✏k, �k)-ME where ✏

k ! 0, �k ! 0, and (r
i

k
,y

i

k)! (r
i

,y
i

, t
i

) for all nNi as k!1.

(8) in the (✏, �)-ME definition states that dedicated agents have no incentive to deviate. Note

that dedicated agents cannot change the customer class they serve. Therefore, (✏, �)-ME accounts

for two possible deviations for dedicated agents: joining an existing sub-pool or creating a new

one. On the other hand, the flexible agents have the option of choosing the portion of service

capacity they allocate for each class. Thus, (✏, �)-ME ensures that the flexible agents cannot improve

their revenues whether they change how they distribute their capacity among customer classes. In

particular, (9) focuses on flexible agent deviations when they keep their service decisions unchanged,

whereas (10) considers deviations where the flexible agents change how much service capacity they

allocate to each class. Finally, we conclude that a strategy profile is a Market Equilibrium if it is

the limit of a sequence of (✏, �)-ME as ✏ and � become arbitrarily small. It is important to note

that our main equilibrium concept is Market Equilibrium. By considering Market Equilibrium as

the limit of a sequence of (✏, �)-ME, we lessen the role of our two previous assumptions: i) the

agents must choose their prices from a finite set with a price increment of ✏, and ii) � fraction of

agents can deviate together.

It is quite tedious to study theMarket Equilibrium of the whole marketplace in detail because the

moderating firm can create many di↵erent skill-mix structures as discussed in Section 4.1. Hence,

we next characterize the equilibrium outcome in a marketplace with a simplified market structure,

namely one customer class and two types of agents. This structure constitutes the building block

of a marketplace with two classes. Carrying out our analysis in this building block model is a

fundamental step towards finding the equilibrium outcome of the whole marketplace. It also allows

us to discuss the intuition behind our results in a more transparent way.
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5.3. A Marketplace with One Class of Customers

In this subsection, we focus on a simplified version of our marketplace model. To be specific, we

consider a marketplace where there is only one class of customers, but two types of agents, say

high- and low-value. There are ↵Hk high-value and ↵Lk low-value agents, and the service rate of

all agents are ⌧s. We assume that the arrival rate of customers is ⇤s and denote the ratio ⇤s/(⌧s)k

by ⇢s. Furthermore, customers earn a reward of RH when their service is completed by a high-value

agent, and they earn RL when a low-value agent serves them. We suppose RH � RL for ease of

explanation. Our results would only need relabeling if RL � RH . Finally, we denote the waiting

cost by cs. We keep all other assumptions we made in Section 3. We use the equilibrium concepts

introduced in Sections 5.1 and 5.2 and establish the equilibrium revenues of the agents in the

fluid model. We refer to the marketplace as buyer’s market if ⇢s < ↵H + ↵L and seller’s market

otherwise.

As we mentioned before, the moderating firm may set up the skill-mix structure in the market-

place (i.e., the capacity of the dedicated and the flexible agents) by changing the passing levels in

each exam. Figure 1 illustrates the possible skill-mix structures that can arise based on the firm’s

skill screening decision. One can use the aforementioned simplified marketplace model to study and

derive the equilibrium outcomes in any of these skill-mix structure. For instance, once the agents

make their service decisions in an M-Network, we can study the part of the marketplace related

to each class in isolation as illustrated in Figure 3. Therefore, as a first step toward characterizing

the equilibrium of the entire marketplace, we study the firm’s business with each customer class

separately.

Class A
(⇤A)

Class B
(⇤B)

? ?? �

↵A �↵F (1��)↵F ↵B

Simplified marketplace parameters

for class B (assuming RBF �RB):

⇤s =⇤B , ⌧s = ⌧B
RH =RBF , RL =RB ,

↵H = (1� �)↵F , ↵L = ↵B ,

Figure 3 Illustration of using the simplified market model to study each customer class in isolation given that

flexible agents allocate � fraction of their capacity to class A.

Theorem 1 formally presents the Market Equilibrium in the simplified market model. An impor-

tant implication of our equilibrium result is that the revenue of the low-value agents cannot exceed



20 Allon et.al.: Skill Management in Large-scale Service Marketplaces

their operating cost, which is normalized to zero, in a buyer’s market. The main driver of this result

is that the high-value agents can price the low-value agents out of the market when ⇢s < ↵H +↵L

since customers earn a higher reward from the high-value agents. It is also worth noting that the

low equilibrium revenues of the low-value agents create a revenue cap for the high-value agents in a

buyer’s market. On the other hand, both groups of agents can agree to charge the customer reward

they generate minus the outside option in a seller’s market. In such an equilibrium, agents charge

their highest prices and are fully utilized, and the rate of customers requesting service is equal to

the total capacity, ↵H + ↵L. In other words, the equilibrium behavior of the agents ensures that

the demand perfectly matches supply in the system and the agents can extract all of the customer

surplus. The intuition behind these high prices is the following: Even if agents charge lower than

the highest price that they can charge, the customer demand in equilibrium cannot exceed the

total service capacity because the waiting times would explode otherwise. As a result, customers

leave the system with strictly positive surplus. This allows a small group of agents to increase their

prices and improve their revenues as long as the price increase.

Theorem 1. Let V sm
H and V

sm
L be the revenue of a high-value and a low-value agent, respectively,

in a Market Equilibrium of a marketplace with one customer class and two agent pools.

1. If ⇢s < ↵H , then we have that V sm
H = V

sm
L = 0.

2. If ⇢s = ↵H , then we have that V sm
H  (RH �RL)⌧ , and V

sm
L = 0.

3. If ↵H < ⇢s < ↵H +↵L, then we have that V sm
H = (RH �RL)⌧ , and V

sm
L = 0.

4. If ⇢s = ↵H +↵L, then we have that V sm
H = V

sm
L +(RH �RL)⌧ , and V

sm
L  (RL �u)⌧ .

5. If ⇢s > ↵H +↵L, then we have that V sm
H = (RH �u)⌧ , and V

sm
L = (RL �u)⌧ .

The marketplace we consider in this subsection is similar to the one with nonidentical agents

studied in Allon et al. (2012). Allon et al. (2012) develops an asymptotic theory to understand the

behavior of the equilibrium along the sequence of marketplaces growing in size. The methodology

developed in Allon et al. (2012) can easily become analytically intractable while analyzing more

complex problems such as the moderating firm’s skill management problem. Thus in this paper, we

focus directly on the limiting game, whose results are easy to incorporate into the moderating firm’s

problem. One can see that our findings in Theorem 1 are aligned with the results in Allon et al.

(2012), which provides a strong support that our fluid approximation captures the main managerial

insights obtained from an asymptotic analysis. Furthermore, given that we use a fluid model, we

also investigate the outcomes of asymmetric equilibria, which are ignored in Allon et al. (2012),

in Appendix S.1 of the online supplement. We show that any asymmetric Market Equilibrium is
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outcome-equivalent (from the agents’ point of view) to a symmetric Market Equilibrium where the

same type of agents charge their operating costs, which is normalized to zero.

After characterizing the equilibrium outcome in our building block model, we next turn our

attention to the moderating firm’s skill-mix and capacity decisions.

6. The Moderating Firm’s Problem

In the previous section, we analyze a model where the skill-mix of the marketplace is given. In

this section, we study the firm’s problem of finding the best skill-mix structure that maximizes its

revenue. The firm’s revenue is a predetermined share of the total revenue in the marketplace. Thus,

the firm has to maximize the total revenue in the marketplace by choosing the appropriate passing

levels (!A,!B). Once the firm chooses a skill-mix structure via the skill tests, the flexible agents

make their service decisions. Based on the service decisions of the flexible agents, the firm’s business

with each class can be considered in isolation. In other words, we can view the firm as managing two

marketplaces each of which follows the simplified market structure we study in Section 5.3. Then,

we can calculate the revenue generated in the marketplace using Theorem 1. Letting V F (!A,!B)

be the equilibrium revenues of a flexible agent and V iD(!A,!B) be the equilibrium revenues of a

dedicated agent serving class i2 {A,B}, the total revenue of the marketplace for any passing levels

(!A,!B) is2

⇧(!A,!B) = k

⇥
↵F (!A,!B)V F (!A,!B)+

X

i2{A,B}

↵i(!A,!B)V iD(!A,!B)
⇤
.

The main focus of this paper is to gain a better understanding of the e↵ectiveness of skill screening

as a revenue management tool. As a first step toward this goal, we study the firm’s problem under

the following three cases: (i) Benchmark, where !A = !B = 0, (ii) One-Test, where either !A = 0

or !B = 0 but not both, and (iii) Two-Tests, where both !A > 0 and !B > 0. Considering these

three cases separately allows us to analyze the revenue improvements in the marketplace after each

additional test. We, then, find the optimal number of exams when the skill screening is costly.

A major technical challenge in finding the firm’s optimal decisions is that the revenue function

may have di↵erent functional forms in di↵erent regions of passing level space [0, R̄A] ⇥ [0, R̄B]

because equilibrium revenues of the agents can change significantly even for slight adjustments in

2 Theorem 1 shows that there might be multiple equilibria if the demand rate is equal to the capacity. For mathematical
convenience, we focus on the equilibrium generating the highest possible revenue among all possible equilibria. The
firm can sustain an equilibrium where the revenue arbitrarily close to the highest level among the multiple equilibria
by perturbing the passing levels (!A,!B) slightly and creating a seller’s market with a unique equilibrium. Moreover,
Proposition 4 in Appendix S.2 shows that the flexible agents must earn the same revenue for any given equilibrium.
Therefore, we can denote the revenue of the flexible agents by a unique value.
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the passing levels. Finding the optimal passing levels, then, requires comparing all these di↵erent

functional forms, which becomes analytically intractable when the skills, SA and SB, follow a

general joint probability distribution. For tractability of the firm’s problem, we need to impose

some assumptions on the skill distributions.

The marketplaces we study, in general, attract service providers who are endowed with similar

skills. For example, upwork.com has many agents with programming skills on web and mobile app

development. Therefore, it is not unrealistic to suppose that agent skills are positively correlated.

We also observe that the agent skills are mostly positively correlated from the data we collected

from upwork.com. In Table 1, we present the correlation between a pair of exams that are taken

by at least 500 unique service providers.

1 2 3 4 5 6 7 8 9 10 11
1: U.S. Eng. Skills 1.00
2: English Spelling 0.34 1.00
3: O�ce Skills 0.57 0.29 1.00
4: Email Etiquette 0.56 0.37 0.58 1.00
5: HTML 4.01 0.40 1.00
6: PHP5 0.49 1.00
7: Customer Service 0.54 0.30 0.61 0.60 1.00
8: CSS 2.0 0.56 1.00
9: Search Engine Opt. 0.17 1.00
10: Call Cent. Skills 0.49 0.38 0.61 0.54 1.00
11: UK Eng. Skills 0.79 0.34 1.00

Table 1 Correlation between exam pairs that are taken at least 500 times

We also plot the frequency of the correlation coe�cients between exam pairs that are taken

together at least 100 times in Figure 4. As one can see from this figure, correlation coe�cients

between exam pairs range between 0.1 (almost independent) and 0.8 (almost perfectly correlated).

In order to capture these observations, we focus on a family of joint skill distributions with a shape

parameter ⌘. Specifically, we suppose fA,B(sA, sB;⌘) =
⌘+1
⌘�1

for any 0 S

⌘
A  SB  S

1/⌘
A  1 and zero

otherwise for a given shape parameter 1< ⌘<1.

As we formally present in Proposition 2, the correlation coe�cient between SA and SB, denoted

by Corr(SA, SB), varies between zero and one. Furthermore, agent skills become independent and

identically distributed as ⌘ approaches 1 and perfectly correlated as ⌘ approaches one. We also

note that the marginal distributions of SA and SB are symmetric, so that the averages value that

an agent’s service generates for both classes are the same, i.e., E[SA] =E[SB]. Henceforth, we will

refer to these average values as average skill and denote it by E[S⌘] for any given shape parameter

⌘. We also let F⌘(·) denote the marginal distribution of each agent skill.
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Figure 4 Frequencies of correlation coe�cients in upwork.com data.

Proposition 2. For any 1< ⌘<1, we have that 0<Corr(SA, SB)< 1. Furthermore, we have

that

i) lim⌘!1Corr(SA, SB) = 1,

ii) lim⌘!1Corr(SA, SB) = 0, and

iii) lim⌘!1P (SAsA, SBsB)=lim⌘!1P (SAsA)P (SBsB) for any 0 sA1 and 0sB1.

In the following subsections, we restrict our attention to a market where the total demand rate

exceeds the total service capacity of candidate agents, and normalize the utility of customers from

their outside option, u, to zero. We provide a brief discussion on the firm’s optimal decisions when

these assumptions are relaxed in the Conclusion. We also suppose ⇢A � ⇢B without loss of generality.

It is also worth mentioning that our methodology and model allow us to study negatively correlated

skills. For instance, we could focus on the skills that satisfy 0 1�S

1/⌘
A  SB  1�S

⌘
A  1.

6.1. Benchmark

We start our analysis by considering the Benchmark case, where the firm does not o↵er any skill

tests. One can view this case as if passing levels are set to zero, i.e. (!A,!B) = (0,0). We denote

the total revenue of the marketplace in the Benchmark case by ⇧o.

In the Benchmark case, all agents are eligible to serve both customer classes and can choose the

customer class they would like to serve. In other words, the skill-mix structure is a V-Network with

only flexible agents. Furthermore, customers’ expected reward is equal to the average skill E[S⌘]

in the absence of any skill tests.

As we have only flexible agents in the Benchmark case, each class of customers face only one pool

of agents after the agents make their service decisions. Thus, we can view the whole marketplace as

two independent marketplaces once we have the decisions of the agents. Furthermore, both classes

expect a reward of E[S⌘] since the firm does not o↵er any test. Then, we can use Theorem 1 to
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determine the agent revenues in both of these marketplaces. To be specific, agents can extract all

of the customer surplus by charging E[S⌘] if the capacity they allocate to class i 2 {A,B} is less

the demand from this class and earn zero otherwise. Hence, agents will always prefer to be in a

seller’s market, where the service capacity is scarce.

When the service rates for both classes are the same, i.e., when ⌧A = ⌧B, flexible agents can,

indeed, sustain an equilibrium where customers from both classes face a seller’s market due to

the fact that the total demand rate is higher than potential service capacity, i.e., ⇢A + ⇢B � 1.

Furthermore, in such an equilibrium, customers pay their expected reward and are left with no

surplus. On the other hand, if ⌧A 6= ⌧B, an equilibrium where all flexible agents operate in a seller’s

market cannot emerge. In a seller’s market, flexible agents would earn di↵erent equilibrium revenues

from di↵erent classes because of the non-identical service rates, and this would contradict with our

equilibrium concept, which requires that the flexible agents must earn the same revenue from each

class when they serve both classes. Hence, when the service rates are di↵erent, flexible agents can

extract the customer surplus fully only from one class, which turns out to be the class with the

lower service rate. While serving the class with the highest service rate, the flexible agents have

to charge a price that is less than E[S⌘], the highest price they can charge. The following theorem

formally presents these results and the total revenue of the marketplace under the Benchmark case.

Theorem 2. The total revenue of the marketplace in the Benchmark case is

⇧o =min{⌧A, ⌧B}
(⌘+1)2

(⌘+2)(2⌘+1)
k.

6.2. One Skill Test

After analyzing the Benchmark case, we now study the One-Test case, where the firm o↵ers only

one skill test. As each agent has two skills, the firm has to choose the skill to be tested and the

passing level of the test. The firm’s objective, in the One-Test case, is then to maximize the revenue,

⇧(!A,!B), given the constraints of !A!B = 0 and !A +!B > 0.

In the One-Test case, agents who pass the skill test are eligible to serve both classes while the

failing ones can only serve the customers who request service related to the skill that is not tested.

In other words, the skill-mix structure is an N-Network with a flexible and a dedicated agent pool.

Throughout this section, we suppose the firm o↵ers only Exam i2 {A,B}, so that dedicated agents

are only eligible to serve class j 6= i 2 {A,B} customers. We denote the optimal revenue of the

marketplace by ⇧⇤
i and the optimal passing level by !

⇤
i . We also define the relative improvement

in revenue from the Benchmark case to the One-Test case as ⇧⇤
i /⇧

o � 1 and denote it by �⇤
i .
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When the moderating firm sets the passing level as !, the fraction of the dedicated and the

flexible agents are F⌘(!) and 1�F⌘(!), respectively. Similar to the Benchmark case, we can use

Theorem 1 to determine the equilibrium revenue of agents. Our results in Theorem 1 suggests that

the dedicated agents cannot generate any revenue if their service capacity exceeds the demand

from class j, which occurs when F⌘(!)> ⇢j. We show that the firm has to avoid these equilibrium

outcomes resulting in zero revenue for the dedicated agents, and thus set !  F

�1
⌘ (⇢j). We also

show that class i expects a higher reward from the flexible agents than class j does, and thus the

firm prefers flexible agents to serve only class i customers when the service rate for class i is the

higher one, i.e., when ⌧i � ⌧j. To ensure all flexible agents serve class i, the firm must choose a

passing level that is greater than F

�1
⌘ (1� ⇢i) according to our results in Theorem 1. These two

bounds on ! establish that the firm only needs to consider the interval of [F�1
⌘ (1� ⇢i), F�1

⌘ (⇢j)]

while choosing the optimal passing level when ⌧i � ⌧j. We refer to this interval as the dominating

interval and illustrate it below.

-
!

0 F

�1
⌘ (1� ⇢i) F

�1
⌘ (⇢j) 1

Flexible agents
leave surplus

Dominating Interval

Dedicated agents
leave surplus

Figure 5 The illustration of the dominating interval when the firm o↵ers Exam i2 {A,B} and ⌧i � ⌧j .

In the dominating interval, we show that firm’s revenue from each class increases by the service

capacity allocated to this class. As the moderating firm cannot increase the service capacity for

both classes simultaneously, it trades o↵ between the gains from increasing the capacity for one

class and the losses from decreasing the capacity for the other class. We show that the gains from

increasing the service capacity for class j dominate the firm’s losses from class i when the demand

from class j is lower than a critical demand level ⇢. Thus, if ⇢j < ⇢, the moderating firm increases

the service capacity for class j until the capacity meets the demand from this class. Then, it

allocates the rest of the agents to class i. As a result of this skill-mix structure, all of the class j

customers obtain service, whereas some customers from class i do not request service since there is

not enough capacity to serve the entire class i. Similarly, the firm maximizes its revenue by serving

all customers in class i when the demand from class i is lower than the critical level of 1�⇢. Finally,

if the demands from both classes exceed the corresponding demand thresholds, the moderating

firm maximizes its revenue at a passing level where the gain from increasing the capacity for one
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class is equal to the loss from decreasing the capacity for the other class. We formally present the

above results in the following theorem.

Theorem 3. The optimal passing threshold when the firm o↵ers Exam i2 {A,B} and ⌧i � ⌧j is

!

⇤
i =

8
><

>:

F

�1
⌘ (⇢j) if ⇢j  ⇢

!(⌘) if 1� ⇢i < ⇢< ⇢j

F

�1
⌘ (1� ⇢i) if ⇢ 1� ⇢i,

where ⇢= F⌘(!) and ! is the unique non-trivial solution for !

1/⌘ +!

⌘ � 2⌧i/⌧j!= 0.

The above theorem requires us to solve an analytically intractable fixed point problem to obtain

an explicit form for the optimal passing level. Thus, it is not possible to use the above theorem to

evaluate how much the firm benefits from an additional exam. To obtain insights for the revenue

improvements gained in the One-Test case, we study the firm’s problem under the limiting cases

of the skill distribution, namely when the shape parameter ⌘ approaches infinity or one.

In our first limiting case, we let the shape parameter ⌘ grow to infinity. Proposition 2 shows that

the skills of an agent become independently distributed when ⌘ approaches infinity. Furthermore,

the marginal skill distribution, F⌘(·), becomes a Uniform distribution in this limiting case. As the

skill distribution approaches Uniform, we show that it is optimal for the firm to o↵er the exam

related to the class with the highest service rate. In other words, the optimal exam is Exam A

if ⌧A � ⌧B, and Exam B, otherwise. We also establish that the optimal exam threshold follows

the structure proven in Theorem 3. Namely, supposing Exam A is the optimal exam for ease of

explanation, the firm optimally sets aside enough capacity to serve all class B customers as long as

their demand rate is below the critical level of ⌧B/(2⌧A). When the demand from class B is above

⌧B/(2⌧A), some of the customers from class B end up not getting the service. Furthermore, as long

as the demand from class A, ⇢A, exceeds 1� ⌧B/(2⌧A), the firm distributes the service capacity in

a proportional way that depends only on the service rates. Particularly, the firm allocates a higher

fraction of agents to the class with the faster service times. To a certain extend, this allocation rule

resembles the “proportional allocation” rule introduced in Cachon and Lariviere (1999). Once ⇢A is

below 1� ⌧B/(2⌧A), the firm optimally allocates enough capacity to serve all customers from class

A. By studying our first limiting case, we also show that o↵ering an additional exam may improve

the firm’s revenues as much as 25% compared to the Benchmark case when the service rates are

identical. More interestingly, the relative improvement in revenue surges as the service rates ⌧A and

⌧B diverge from each other. This result holds true because as the highest service rate increases,

the firm’s optimal revenues in the One-Test case rise whereas the revenues in the Benchmark case

stays constant.
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Theorem 4. If ⌧i � ⌧j for i 6= j 2 {A,B}, then we have that

lim
⌘!1

!

⇤
i =

8
>><

>>:

⇢j if ⇢j 
⌧j
2⌧i

⌧j
2⌧i

if 1� ⇢i <
⌧j
2⌧i

< ⇢j

1� ⇢i if
⌧j
2⌧i

 1� ⇢i.

Furthermore, we have that

lim
⌘!1

�⇤
j  lim

⌘!1
�⇤

i =

8
>>><

>>>:

(1� ⇢j)
h
(1+ ⇢j)

⌧i
⌧j
� 1

i
if ⇢j 

⌧j
2⌧i

⌧i
⌧j
+

⌧j
4⌧i

� 1 if 1� ⇢i <
⌧j
2⌧i

< ⇢j

⇢i

h
(2� ⇢i)

⌧i
⌧j
� 1

i
if

⌧j
2⌧i

 1� ⇢i.

Our second limiting case assumes the shape parameter ⌘ approaches one, and thus the agent

skills become perfectly and positively correlated, as shown in Proposition 2. When the skills of an

agent are perfectly correlated, we again show that the firm optimally o↵ers the exam that screens

the skill demanded by the customer class with the highest service rate. We also prove that under

the optimal exam, the firm’s revenues decline as the exam threshold increases in the dominating

interval because the firm has an incentive to interchange the dedicated agents with the flexible

ones. Hence, the firm sets the exam threshold at the level where the demand from class i2 {A,B}

is fully satisfied by the flexible agents when it is optimal to o↵er Exam i. We also establish that the

firm can improve its revenues by o↵ering one exam compared to the Benchmark case unless the

service rates are identical. When the service rates are the same, i.e., when ⌧A = ⌧B, the dominating

interval expands to include ! = 0, which is the Benchmark case, and the firm’s revenue is the

same for any passing levels in the dominating interval. As the Benchmark case is a part of the

dominating interval under perfectly correlated agent skills, the firm does not benefit from o↵ering

an additional test.

Theorem 5. If ⌧i � ⌧j for i 6= j 2 {A,B}, then we have that lim⌘!1!
⇤
i = F

�1
1 (1� ⇢i). Further-

more, we have that

lim
⌘!1

�⇤
j  lim

⌘!1
�⇤

i =
9

4


⌧i

⌧j

� 1

� 1Z

F�1
1 (1�⇢i)

4s2 log(1/s)ds.

The above theorems establish the limiting behavior of the revenue improvements after o↵ering

an additional exam as the agent skills become independent or perfectly correlated. We perform

a numerical study to illustrate the benefits from o↵ering a skill test for the skill correlation level

that are in-between these two extremes. In our numerical study, we consider di↵erent values for

the demand rate of class B, as presented in Figure 6. We set the demand rate of class A to 1 to

make sure that the total demand is always above 1 and ⇢A � ⇢B. Our numerical study shows that
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more than half of the asymptotical revenue improvement stated in Theorem 4 can be achieved

even when ⌘ is as low as 5. It is worth noting that ⌘ � 5 implies a correlation coe�cient of 0.5 or

less. According to the histogram presented in Figure 4, this corresponds to almost 70% of exam

pairs taken together at least 100 times in the data we collected from upwork.com. In our numerical

study, we also show that benefits from o↵ering one exam become more profound as the correlation

between an agent’s skills weakens, which happens as ⌘ increases.
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(a) Revenue improvements from Exam A:
⌧A = 1.25, ⌧B = 1
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Figure 6 The revenue improvements and optimal passing levels as ⌘ grows when the firm o↵ers a-b) Exam A

and c-d) Exam B.

Considering the case of ⌧A � ⌧B, one of the major implications of Theorem 4 is that the optimal

passing level is one of the end points of the dominating interval for large values of ⌘ when the

lower demand rate is less than ⌧B/(2⌧A). The firm optimally chooses the end point which allocates



Allon et.al.: Skill Management in Large-scale Service Marketplaces 29

enough capacity to match the demand from the class with the lowest demand rate. On the other

hand, the optimal passing level is an interior solution when the lower demand rate is higher than

⌧B/(2⌧A). The firm divides the service capacity by allocating more agents for the class with the

highest service rate. We illustrate these observations in Figure 6.b. Similar to the asymptotic

behavior of the revenue improvement values, the optimal passing level also quickly converges to

the limits established in Theorem 4. When ⌧A  ⌧B, we have parallel results where only the critical

level for the class B demand is altered from ⌧B/(2⌧A) to 1�⌧A/(2⌧B). Based on these observations,

we propose a heuristic solution to the firm’s problem under the One Test case: When the service

rate for class A is the highest, the firm o↵ers Exam A and sets the passing level to F

�1
⌘ (⇢B) if

⇢B < ⌧B/(2⌧A) and F

�1
⌘ (⌧B/(2⌧A)) otherwise. When the service rate for class B is higher, the firm

o↵ers Exam B and sets the passing level to F

�1
⌘ (1� ⇢B) if ⇢B < 1� ⌧A/(2⌧B) and F

�1
⌘ (⌧A/(2⌧B))

otherwise. As a direct implication of Theorem 4, the heuristic solution we propose is asymptotically

optimal, i.e. as ⌘!1, when the highest demand rate, ⇢A, is above 1� ⌧B/(2⌧A), which is always

true if ⌧A  ⌧B. Furthermore, we numerically observe that our heuristic solution performs quite

well. In fact, the revenue gap between the proposed heuristic and the optimal solution is below

1% even for low levels of the shape parameter ⌘. We also want to note that when service rates

are identical, our heuristic solution for large ⌘ and high demand rates is aligned with the skill test

practices at upwork.com, where the passing levels are set to 1/2.

6.3. Two Skill Tests

As our final case, we now study the Two-Tests case. In this case, the firm sets strictly positive

passing levels on both exams. Therefore, the firm’s objective, in the Two-Tests case, is to maximize

the revenue, ⇧(!A,!B), given the constraints of !A > 0 and !B > 0. We denote the firm’s optimal

profit by ⇧⇤⇤ and the optimal passing level in Exam i2 {A,B} by !

⇤⇤
i . We also define the relative

improvement in revenue from the One-Test case to the Two-Tests case as ⇧⇤⇤
/max{⇧⇤

A,⇧
⇤
B}� 1

and denote it by �⇤⇤.

Unlike the previous case where the skill-mix structure is only one type, the marketplace in the

Two-Tests case can be an N-Network, an M-Network, or a V-Network. This will make the firm’s

problem more challenging than the One-Test case. Therefore, similar to the One-Test case, we will

focus on the limiting cases where the agent skills are (i) perfectly correlated and (ii) independent.

When the skills of an agent are perfectly and positively correlated, we find that the firm’s

revenues from the flexible agents do not depend on the passing level of the easiest exam (i.e., the

exam with the loweest passing level). Hence, once the higheest passing level is fixed, the firm’s only

focus is its revenue from the dedicated agents. As the firm decreases the threshold of the easiest
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exam, there will be more dedicated agents but at the expense of lower average skills, which lead to

lower equilibrium revenues. In other words, the firm has to tradeo↵ between the service capacity

and the equilibrium revenue of agents. It turns out, the firm strictly prefers higher capacity, and

thus always improves its revenue by lowering the passing levels of the easiest exam. In fact, the

firm finds it optimal to eliminate the easiest exam completely, and thus prefers o↵ering only one

exam in a marketplace with perfectly and positively correlated agent skills even if a second exam

is feasible.

In our second limiting case, we study the firm’s problem when the agent skills are independent

and Uniformly distributed. Similar to the perfect correlation case, the firm finds it profitable to

decrease the passing level of the easiest exam to expand the service capacity. However, when the

agent skills are independent, we find that the firm makes the easiest exam less challenging until

the passing levels land on a critical curve. We show that the passing levels on this critical curve

generate more revenue for the firm than the rest of the passing levels, thus we refer to it as the

dominating curve. Figure 7 illustrates the dominating curve.

- !A

6
!B

⇢B 1

1� ⇢B

Figure 7 The dominating curve: Any (!A,!B) on the dominating curve satisfies !B = 1� ⇢B/!A

As the firm moves on the dominating curve in the direction indicated by arrows (which could

be achieved by increasing both passing levels), the firm faces a tradeo↵: The average skill of a

dedicated agent serving class B increases, which leads to higher revenues from class B, whereas

the service capacity allocated to this class decreases, which means lower revenues from class A.

We show that the gains from class B may outweigh the losses from class A as the firm move along

the dominating curve. Thus, there may be an interior optimal solution on the dominating curve,

and this implies that the firm is strictly better o↵ running the second exam. However, we show

that the relative improvement after the second exam cannot exceed 2.1% and is positive only when

⇢B < ⌧B/(2⌧A). In other words, o↵ering the second exam does not bring any extra benefit to the

firm when ⇢B � ⌧B/(2⌧A). We formally present these findings in the following theorem.
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Theorem 6. 1. If ⇢B � ⌧B/(2⌧A), then we have that lim⌘!1�⇤⇤ = 0.

2. If ⇢B < ⌧B/(2⌧A), then we have that lim⌘!1�⇤⇤  2.1%.

3. lim⌘!1�⇤⇤ = 0, i.e., o↵ering an additional test does not improve the revenue of the firm when

⌘ approaches 1.

The above theorem provides an upper bound for the benefits obtained from the second exam as

⌘!1. The exact expression, which is omitted for brevity, can be found in the proof of the theorem.

We illustrate the relative improvement after the second exam as the skills become independent,

lim⌘!1�⇤⇤, in Figure 8. As this figure shows, the improvements exceed 1% only for a small interval

of the demand rate of class B. It is also important to note that the benefits from the second exam

diminishes as the discrepancy between the service rates increases. This is in contrast with our

findings regarding the benefits from the first exam.
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Figure 8 Relative revenue improvements from the One-Test case to the Two-Tests case when ⇢A = 1, ⌘=1.

Similar to the One-Test case, we perform a numerical study to illustrate the limiting behavior

proven in Theorem 6 for the case of identical service rates. We consider identical service rates in our

numerical study since it is the case where the second exam yields the highest benefits. Unlike the

�⇤, �⇤⇤ is not always increasing in the shape parameter ⌘ as shown in Figure 9. This non-monotone

structure occurs because �⇤⇤ captures the revenue improvements compared to the One-Test case.

We verified that the relative improvement in revenue from the Benchmark case to the Two-Tests

case increases as the correlation between agent skills declines (i.e., as ⌘ increases).

6.4. The Optimal Number of Tests

In the previous subsections, we study the firm’s problem by fixing the number of skill tests it o↵ers.

We show that the revenue improvements from o↵ering skill tests highly depend on the correlation
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Figure 9 Relative revenue improvements from the One-Test case to the Two-Tests case as a function of ⌘ when

⌧A = ⌧B.

between the skills of an agent. Specifically, we find that o↵ering a skill test slightly improves the

firm’s revenue when the agent skills are highly correlated. On the other hand, if the correlation

between skills is negligible, the first additional test can lead to substantial revenue improvements.

However, the second exam cannot generate similar levels of significant revenue improvements. We

also numerically show that the firm benefits from the tests more as the skills become less correlated.

When the firm does not incur any costs for preparing and o↵ering a skill test, the Two-Tests

case is naturally the best option for the firm because the firm can set the passing levels to zero

if needed. In the absence of skill screening costs, our findings help the moderating firm to choose

the optimal level of di�culty in each exam. For instance, our results suggest that the firm should

let all candidate agents pass both exams when skills are perfectly correlated, while setting strictly

positive passing levels in both exams is optimal if the skill correlation can be disregarded. However,

it is not unrealistic to consider a preparation and implementation cost associated with the skill

tests. Then, the firm can use our findings to choose the optimal number of tests to be o↵ered. As we

show in the following corollary, letting C be the cost for o↵ering a skill test, we can find a critical

level of shape parameter ⌘ and show that the firm optimally o↵ers no tests when ⌘< ⌘. Similarly,

we can show that it is optimal for the firm to o↵er only one test for su�ciently low levels of skill

correlation as long as C is greater than a small percentage (less than 1.7%) of the total revenue.

Corollary 1. For any C > 0, there exists a ⌘ such that it is optimal for the firm to o↵er zero

tests for any ⌘< ⌘. Furthermore, if C/⇧⇤⇤
> lim⌘!1�⇤⇤ and C/⇧o

< lim⌘!1�⇤, then there exists

a ⌘ such that it is optimal for the firm to o↵er only one test for any ⌘> ⌘.

In the above corollary, we consider a fixed cost for o↵ering skill test. One can also envision a

marketplace where the cost associated with o↵ering tests is proportional to the revenue generated
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in the marketplace. For example, skill tests may discourage service providers from participating,

so that the service provision capacity may be a↵ected by the skill tests. To be specific, we can

consider a marketplace where a predetermined portion of agents choose to leave the marketplace

for each test the firm o↵ers. Then, similar to the above corollary, we can find a critical level of

⌘ under which the firm optimally o↵ers no tests. We can also show that o↵ering only one test is

optimal as long as the skill correlation is su�ciently low.

7. Conclusion

In this paper, we study a marketplace in which many small service providers compete with each

other in providing service to two groups of self-interested customers. Service providers are distin-

guished with respect to their service skills, and each group of customers has di↵erent needs. An

important aspect of these marketplaces that our model captures is that customers cannot learn

the skills of a provider before the completion of the service. However, the moderating firm, which

sets up the marketplace, may help customers by providing them with further information about

the ability of candidate agents through a skill screening mechanism. Such a screening mechanism

consists of skill tests determining whether or not a candidate agent is eligible to serve customers.

Skill screening also helps the firm to create di↵erent skill-mix structures in the marketplace.

The main focus of this paper is to gain insights about how the moderating firm can use skill

screening as a tool to maximize its revenue. Hence, we study a problem where the firm can o↵er

two skill tests and choose passing levels in the tests it o↵ers. As the online marketplaces we

review usually attract service providers with complementary skills, we consider a family of agent

skill distributions where the correlation between skills ranges from 1 (perfect correlation) to 0

(independence). We show that the level of correlation between agent skills plays a crucial role on

how the firm uses the skill tests. For instance, when the agent skills are highly correlated and

customers are homogenous in their average service time, skill screening can hardly improve the

firm’s revenue. On the other hand, we show that the firm starts to obtain considerable benefits

from skill screening as the skill correlation softens. We also show that the revenue improvements

due to skill screening surge as the customers require di↵erent processing times. It turns out that

the firm does not need to run both of the exams to achieve these high levels of benefits from testing.

As we mentioned before, one can view skill screening as a tool to regulate the marketplace.

Thus, our results also shed light on the relationship between the level of skill correlation and how

much intervention the marketplace requires. In particular, we show that the higher the correlation

between the skills of an agent is, the less regulation/intervention the firm needs. Furthermore, we

recommend that moderating firms not use both of the available exams when regulation is necessary.
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In this paper, we study a marketplace where the service capacity is scarce and customers’ outside

utility is normalized to zero. Our key findings, which explain the relationship between skill screening

and correlation, would continue to hold when the capacity is ample and customers have a positive

outside utility. In the case of ample capacity (i.e., when ⇢A+⇢B < 1), the firm has to choose strictly

positive passing levels because otherwise, service providers would charge very low prices due to

intensified competition. Similarly, when the customers have a strictly positive outside utility, it is

profitable for the firm to increase the passing levels to match this outside option. In fact, relaxing

these two assumptions will shift the origin of the feasible passing level space outwards from (0,0)

to (!A,!B), where both passing levels are positive. Thus, the firm always o↵ers two tests, even

when they are costly. However, the remaining important question is how much benefit the firm can

obtain when it further intervenes in the marketplace by making the skill tests more comprehensive

than the shifted origin. After relaxing the aforementioned assumptions, we can show that the firm

obtains significant benefits from making one of the exams more comprehensive compared to the new

origin (!A,!B). Similar to our results in Section 6, this implies that intervening in the marketplace

via only one exam can lead to sizable revenue gains for the firm. However, setting the passing levels

higher than (!A,!B) in both exams only leads to small gains, which again establishes that running

the second exam is not advisable for the moderating firm when skill screening is costly.

The jobs that we study in this paper require only one skill, and agents need to reveal their test

results in order to attract a reasonable amount of customer demand. Considering the large-scale

nature of the online marketplaces, some marketplaces may face customers requesting a combination

of skills. It is also possible that agents who may choose not to reveal their test results yet attract

su�cient demand. Future work can explore these more complex marketplace models and derive

new insights about how the marketplaces can utilize skill tests.
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APPENDICES

Appendix A: Table of Notation

i2 {A,B} Indicator for class or Exam i. ⇤i Rate of the arrival process for class i.
⌧i Rate of the service process for class i. ci Waiting cost per unit time for class i.
u The utility from the outside option. Si Value that an agent’s service generates

for a class i.
fA,B(·, ·) Joint probability density function for

SA and SB.
⇢i Demand-supply ratio of class i, ⇢i ⌘

⇤i/(⌧ik).
↵i(!A,!B) Fraction of dedicated agents for class i given the passing levels (!A,!B).
↵F (!A,!B) Fraction of flexible agents given the passing levels (!A,!B).
Ri(!A,!B) Expected reward for a class i customers from dedicated agents given the pair of passing

levels (!A,!B).
RiF (!A,!B) Expected reward for a class i customers from flexible agents given the pair of passing

levels (!A,!B).
(rin , yin , tin) Pricing and service strategies of the agents in sub-pool in. rin is the net-reward. tin is

portion of the service capacity that agents allocate to class i. yink is the number of
agents in the sub-pool.

Ni Number of di↵erent sub-pools serving
class i

↵i Fraction of total service capacity avail-
able for class i, ↵i ⌘

PNi
n=1 tinyin .

Di Fraction of class i customers request-
ing service.

W (⇢) Expected waiting time in the generic
M/M/s with the arrival rate of s⇢ and
the service rate of 1.

P`(r,y,⇢) Probability with which a customer is served by an agent in sub-pool ` in the generic
M/M/s with the arrival rate of s⇢ and the service rate of 1

�`(r,y,⇢) Utilization of agents in sub-pool ` in the generic M/M/s with the arrival rate of s⇢
and the service rate of 1.

⌘ Shape parameter for the family of joint
skill distributions we consider in Sec-
tion 6.

F⌘(·) Marginal distribution of each agent
skill in Section 6.

E[S⌘] Averages value that an agent’s service
generates for each classes without test-
ing in Section 6.

⇧o Revenue of the marketplace in the
Benchmark case.

⇧⇤
i Optimal revenue of the marketplace in

the One-Test case under Exam i.
�⇤

i Relative improvement in revenue from
the Benchmark case to the One-Test
case.

⇧⇤⇤ Optimal revenue of the marketplace in
the Two-Test case.

�⇤⇤
i Relative improvement in revenue from

the One-Test case to the Two-Test
case.

Table 2 Descriptions of the frequently used notation.
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Additional supporting information may be found in the online supplement of this article:

Appendix S.1: Proofs in Section 5

Appendix S.2: Proofs in Section 6


